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[bookmark: _Toc174605770]Introduction
For efficient production and curation of high quality metadata in CLARIN it is important to have access to vocabularies from a range of software tools. This document describes a solution that is based on a REST web service, that is developed by the CATCHPlus project, the Vocabulary and Alignment Service (VAS). This REST service offers a uniform way to retrieve vocabulary data in forms that can be used during metadata creation (e.g. pick lists with autocompletion) or during metadata curation (e.g. search for preferred labels, given some alternative label). The VAS web service is based on the W3C SKOS recommendation.

The CLAVAS project extends the CATCHPlus VAS with CLARIN specific components: first, it includes three vocabularies required by the CLARIN community and ways to keeps those vocabularies up-to-date. And second, it builds an interactive web application that can be used to curate existing vocabularies in the VAS or to create new ones from scratch.

Of course CLAVAS meets general CLARIN requirements, like authentication using federated identities and use of persistent identifiers or stable resolvable http URIs for vocabularies and their elements.  CLAVAS components will be tested in realistic usage scenarios concerning metadata editing, metadata curation and vocabulary maintenance.

This document starts with a description of the project deliverables in some detail. Choices made concerning the three vocabularies that will be supported are motivated in detail in the appendices of the document. Next, success criteria are formulated: if we want CLAVAS to be successful it is good to think about possible benefits for the CLARIN community and potential pitfals from the start. Section 4 contains information on how we plan to execute the project. Sections 5 and 6 contain the core of the project description: deliverables, task breakdown, planning and resources needed. Finally, section 7 contains some considerations about further exploitation and hosting of the CLAVAS tool and service.
[bookmark: _Toc174605771]Project description
The initial requirement document uses the following figure to sketch CLAVAS:


Central is the CATCHPlus VAS (“General Vocabulary Service”), that can be used by means of a RESTful web service. Requirements for additional CLAVAS components are:

1. There should be a GUI to allow curation (editing) and addition of new vocabularies. The UI needs only be sufficient to edit the relatively simple CMDI vocabularies. 
2. Proper authentication and authorization for the management UI in-line with CLARIN requirements: federated authentication and identity. The web services needed for CLARIN do not need to be authenticated.
3. A link to and normalization function for specific externally maintained vocabularies 
a. ISO CDB for ISO 639-3 language identifiers, or an equivalent alternative.
b. The EU maintained list of organization names, or an equivalent alternative.
c. ISO DCR maintained vocabularies.
4. If necessary, extensions to the CATCHPlus VAS API to cover all CLARIN requirements.
[bookmark: _Toc174605772]GUI for curation and addition of vocabularies
There are two ways to create and maintain vocabularies: either there is an external authority taking care of it, or some (group of) CLAVAS user(s) have the authority to create and maintain their own vocabularies.  In the first case,  the VAS system will support periodic harvesting of the authoritative resources.

In the latter case, the vocabulary can be started from scratch, or it can be bootstrapped by an initial import or upload action. For creation and curation by CLAVAS users a web application will be build. In Appendix A the list of use cases is collected and prioritized. This list is the basis for implementation, starting with the use cases with highest priorities.

During the project, a suitable name for this GUI has to be chosen.
[bookmark: _Toc174605773]Authentication and authorisation
The CATCHPlus VAS web service (version 2, that is currently under development) will support authentication and authorization. Since licensing issues are not (yet) solved for all contents, reading access can be restricted (default is open for everybody). Version 2 of the web service also supports writing operations that are necessary for CLAVAS. For these writing operations authentication and authorization also are necessary.
Since all web service operations that are necessary for CLAVAS are already protected at the VAS service itself, there is no need to additionally restrict access to the vocabulary creation and curation web application.

The CATCHPlus VAS REST web service will be extended to support federated authentication using Shibboleth.
[bookmark: _Toc174605774]Vocabulary resources
Appendix B presents the results of investigations on the three required external vocabulary resources (language identifiers, organization names and ISO DCR public Data Categories). On basis of this investigation, this section describes the solutions recommended for CLAVAS.
Language identifiers
For a complete description and evaluation see Appendix B.

For CLAVAS language identifier support our recommendation is to “harvest” the ISO 639-3 data directly from the registration authority SIL. In this case, harvesting reduces to a simple file download operation. This harvesting can be repeated periodically. 

ISO 639-3 is updated on a yearly basis. Although it would be possible to perform an incremental update on basis of published changes it is easier to construct a new SKOS version of the complete resource. The update process is simple: the necessary file(s) will be downloaded from the SIL site, converted to SKOS with a custom built-in Java program and/or XSLT stylesheet and imported into the VAS. Necessary software components and architecture are described in section 4.1.

Appendix B discusses the option to enrich Concepts for language codes in the VAS with external information (like multi-lingual language names or hierarchical structure). If time allows this and there is a demand for it, this option can be implemented.
Organization names
For a complete description and evaluation see Appendix B.

Required is a harmonised list of organisation names that covers current and future metadata descriptions in CLARIN. This implies that such a list should at least contain harmonised forms for all organisation names that are currently used for the description of CLARIN language resources.

Given that we were not able to locate such a list and that it is not likely that such a list exists at all, we propose the following approach: start with as many text values as possible from metadata fields of CLARIN metadata records that contain descriptions or names of organisations (like IMDI Organisation, Address). Automatically extract organisation names from these texts and organise and normalise these with clustering techniques. An algoritm that does this is described in “NEMO: Extraction and normalization of organization names from PubMed affiliation strings” by Siddhartha Jonnalagadda and Philip Topham. They also made a software tool and (open) source code available, that can be tested for (re)usability.

Since it is not clear at this moment if this is feasible and how much time is required, we propose to start with a two week feasibility study, followed by a go/no-go decision. With a positive decision, remaining development time should fit in the planning. 

With a negative decision, we propose to bootstrap the organisation name vocabulary with Dutch scientific organisation names from the NARCIS database and extend it gradually using the CLAVAS curation GUI.

Because of time restrictions we recommend to aim for one time construction of the organisation name vocabulary and from then on maintain it manually using the CLAVAS curation GUI.
ISO DCR public data categories
For a complete description and evaluation see Appendix B.

Required is to provide VAS access to the public information of ISOcat. We recommend to do this through harvesting on basis of the existing ISOcat REST interface, since this interface is well documented, uses well documented formats for it’s results (like ‘application/dcif+xml’), and is semantically clear. This harvesting process will require a form of ‘crawling’, since results of REST calls will have to be parsed, and links in the results will lead to subsequent REST calls.

Curation of the ISO DCR data in VAS is done by periodic harvesting. All data elements in ISO DCR have ‘last changed dates’, so, if performance requires this, incremental harvesting can in principle be supported.

There does not yet exist a mapping of the DCR data model to SKOS. There exists interest to add SKOS support to ISOcat as well, so we recommend to specify the SKOS mapping in collaboration (with Menzo Windhouwer). Appendix B contains first suggestions about a possible SKOS mapping as a starting point.
[bookmark: _Toc174605775]VAS API extensions and adaptations
Currently, a second version of the CATCHPlus VAS is being developed.  Several extensions that are necessary for CLARIN purposes are already covered by this version.  Examples are:

· editing operations
· upload and OAI-PMH harvesting to import external SKOS vocabularies into the VAS
· authentication and authorisation at the API level
· download of complete vocabularies

A number of additional requirements for the VAS itself are explicitly mentioned in the original requirement specification, others are implied by the use cases listed in Appendix A. This is the list of necessary or desirable VAS extensions:

· authentication using federated identities on basis of Shibboleth
· starting a new vocabulary from scratch
· for a given term, finding the lexically closest terms (for metadata curation, but possibly useful for metadata editing as well)
· configuration of and control over execution of the harvesting process on the the VAS service, for one or more of the three CLAVAS vocabularies
[bookmark: _Toc174605776]Rationale
This section spends some thoughts on what is desirable to make CLAVAS a successful project for its intended users. This is helpful when having to make decisions or having to set priorities during the project. The end report will refer back to these ‘succes factors’. Note that the following lists are not meant as deliverables. We do not expect to be able to implement all of them.

Researchers creating and maintaining metadata

· Will produce better quality metadata with less effort
· Will be able to use vocabularies that are outside the scope of for example ISO DCR (e.g. long lists of names, or vocabularies from the cultural heritage domain)
· Will have seamless access to vocabulary information in the context of their metadata editing environment
· Will have easy ways to select from available terms (such as autocompletion)
· Will be able to find terms on basis of alternative labels or closest match
· Will be able to contribute terms that are missing from a vocabulary (if that is allowed for the vocabulary in question). Missing terms should not block the metadata editing process

Of course, the use cases from appendix A should be fully supported. 

Collection users

· Will experience better precision and recall when searching on metadata
· Will be able to use vocabularies when formulating queries

Collection managers curating metadata

· Will be able to check existing metadata values against some vocabulary. The system should be able to provide them with matching terms or closest matching candidates
· Should be able to do this efficiently (e.g. batchwise)
· Will be able to do vocabulary curation while they are working on metadata curation

Of course, the use cases from appendix A should be full supported. 

Vocabulary curators

· are able to check if a suitable term already exists in some vocabulary
· can consult clear conventions for new terms

VAS content managers

· Will be able to set parameters of harvesting or update processes and have control over these processes
· The harvesting process is so clear, reliable and stable, that it is easy to run it, even if it is done only once a year.

Builders of tools and services

· Can integrate vocabulary support in their tools and services easily
[bookmark: _Toc174605777]Project approach
[bookmark: _Toc174605778]CLAVAS architecture
The following figure shows the CLAVAS architecture.
[image: ]
The blue components will be developed by the CLAVAS project. It is not decided yet if the non-GUI components will be deployed as part of the VAS service, or as part of a separate CLAVAS web application.

ISO DCR data will be harvested on basis of the ISOcat REST service and ISO 639-3 language codes will be retrieved by resolving a normal http web link. Access to the VAS repository is exclusively via REST interfaces.
[bookmark: _Toc174605779]External dependencies
CLAVAS development will be partly in parallel with development of the second version of VAS (aka “OpenSKOS”). Deliverary of VAS version 2 is planned for december 2011. The VAS API is already specified and therefore available from the start of CLAVAS development. The CLAVAS planning accomodates for this by giving priority to components that do not depend on an operating version of the VAS (that is, to the “harvesting – SKOS conversion pipelines” for each of the three required vocabulary resources).

A set of IMDI/CMDI metadata records containing fields with organisation names is needed at the beginning of the development of CLAVAS. The larger this set, and the broader its coverage, the better. We hope that CLARIN-NL will be able to provide such a list with limited effort.
[bookmark: _Toc174605780]Development method
CLAVAS programming will be done by one or two programmers and there is no clear ‘product owner’ that can represent CLAVAS users. Therefore, it makes not much sense to apply Agile development principles. Nevertheless, we will try to develop as much as possible using frequent updates of working versions that can be demonstrated and tested. We recommend to start testing subsequent releases in at least one realistic case as soon as possible: use it for metadata editing tasks in ARBIL (CLARIN metadata editor).
[bookmark: _Toc174605781]Some notes on SKOS
SKOS (Simple Knowledge Organisation System) is a W3C recommendation describing a common data model for knowledge organization systems, such as thesauri, taxonomies and classification schemes. SKOS is concept based versus the more tradional term based approach of more traditional terminological resources. SKOS Concepts can have several textual labels (preferred or alternative) in several languages. They can also have several types of associated notes. SKOS also supports several types of relations between Concepts.

Some remarks with respect to SKOS usage in CLAVAS:
· The ISO DCR and possibly the ISO 639-3 and organisation name data contain enough information to create relevant SKOS relations as well. However, for the main CLAVAS use cases (metadata editing, metadata curation it is not necessary to take relations into account.
· The CATCHPlus VAS service requires one extension to SKOS: vocabularies can consist of sub vocabularies. Therefore “skosxtd:conceptschemecollection” was introduced.
· Depending on how VAS version 2 will be implemented there may be additional requirements on SKOS in CLAVAS: it may be possible that ‘top concepts’ have to be explicitly represented, or that there are restrictions on the use of skos:broader versus skos:narrower relations.
· The VAS web service will support SKOS consistently with how it is used by Library of Congres. 
See for an example http://id.loc.gov/authorities/sh2007008319.rdf
[bookmark: _Toc174605782]Deliverables
This section contains a complete list of deliverables.

	D1.1
	IMDI/CMDI metadata set with fields containing text on organisations
	Data

	D1.2
	Report: organisation name feasibility study
	Report

	D1.3
	Name extraction & normalisation tool
	Software

	D1.4
	Organisation names vocabulary dataset (table and SKOS versions)
	Data

	
	
	

	D2.1
	Harvester for ISOcat REST service
	Software

	D2.2
	ISO-DCR SKOS conversion specification
	Report

	D2.3
	ISO-DCR SKOS conversion module
	Software

	
	
	

	D3.1
	Harvester for ISO 639-3
	Software

	D3.2
	Language codes SKOS module
	Software

	D3.3
	(Optional) lexvo.org mix-in module
	Software

	
	
	

	D4.1
	Module for harvesting control, configuration and monitoring
	Software

	D4.2
	Wireframe document for Harvesting GUI
	Report

	D4.3
	Harvesting GUI
	Software

	
	
	

	D5.1
	Wireframe document for Vocabulary curation GUI
	Report

	D5.2
	Vocabulary curation GUI
	Software

	
	
	

	D6.1
	VAS API, authentication extension (Shibboleth)
	Software

	D6.2
	VAS API, find lexically closest term
	Software

	
	
	

	D7.1
	Source code online on GitHub
	Software

	
	
	

	D8.1
	Hosting and exploitation plan
	Report

	D8.2
	Operational version of VAS
	Service

	D8.3
	Operational version of CLAVAS
	Service

	
	
	

	D9.1
	User documentation (online and/or built-in)
	Report

	D9.2
	Technical documentation
	Report

	D9.3
	Final report
	report



All deliverables are by the Meertens Institute, with a few exceptions:

· D1.1: MPI for Psycholinguistics/TLA
· D4.1+3, D6.1+2: possibly these are (partly) covered by VAS devopment. CATCHPlus then responsible for delivery, with involvement of Pictura Publishing.
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[bookmark: _Toc174605783]Planning
This table contains the planning for CLAVAS. Tasks are organised per group of deliverables. Red bars show turnaround times, not task durations. Milestones are at the end of each group of deliverables, they are not separately indicated in the table. Dependencies are taken into account as good as possible. The planning starts with harvesting and conversion modules for the three required vocabularies, because development of VAS version 2 and its CLAVAS extension is planned to finish end of 2011.

Project management is done by Hennie Brugman. Design and specification tasks are done by Hennie Brugman and developers of the Meertens Technical Development department. Implementation is done by Meertens programmers. Possibly, VAS extensions are done by Pictura, commissioned by CATCHPlus. Hours spent will be properly administrated.

	task
	Sep
	
	Oct
	
	Nov
	
	Dec
	
	Jan
	
	Feb
	
	Mar
	
	Apr
	
	May
	

	D1 – organisation names
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	

	Collect organisation descriptions
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	

	Perform feasibility study
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	

	Write report on feasibility study
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	

	Specify SKOS target format 
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	

	Build extraction & normalisation tool
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	

	Evaluate resulting clusters
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	

	Build SKOS converter
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	

	D2 – ISO DCR
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	

	Specify SKOS target format
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	

	Implement harvesting of required info
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	

	Test and evaluate harvesting process
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	

	Build SKOS converter
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	

	D3 – ISO 639-3 language codes
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	

	Specify SKOS target format
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	

	Implement ‘harvesting’ SIL
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	

	(implement harvesting lexvo data)
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	

	Build SKOS converter
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	

	D4 – harvesting module
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	

	Design harvesting module
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	

	Design and test wireframe harv. GUI
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	

	Build harvesting module
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	

	Build harvesting GUI
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	

	D5 – Vocabulary Curation GUI
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	

	Design vocabulary curation
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	

	Build and test wireframe
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	

	Implement curation GUI
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	

	D6 – VAS extensions
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	

	Implement Shibboleth authentication
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	

	Extend VAS find API – closest term
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	

	D7 - development
	Sep
	
	Oct
	
	Nov
	
	Dec
	
	Jan
	
	Feb
	
	Mar
	
	Apr
	
	May
	

	Setup development environment
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	

	Setup GitHub project
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	

	Setup testing environment
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	

	D8 - hosting
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	

	Make hosting and exploitation plan
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	

	Implement this plan
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	

	D9 - documentation
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	

	Write documentation (ongoing)
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	

	Write final report
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	




[bookmark: _Toc174605784]Exploitation and hosting
Hosting of tools and web services for the longer term is a topic that is not well sorted out yet neither within CATCHPlus nor within CLARIN-NL. CATCHPlus devotes a workpackage to development of businessmodels for its services, including a businessmodel for the CATCHPlus VAS.  For CATCHPlus tools and services that end up without an exploitation model CLARIN-NL is the fallback solution. 

The CLAVAS project will deliver a plan for initial exploitation and hosting of its services and tools. This will be consistent with CATCHPlus and CLARIN-NL plans.

With respect to vocabulary content, we recommend that the Open Database License (OdbL) or other open licenses are used were possible.

Finally, we recommend that all source code is made available under open source license (e.g. GPL 3.0) and is published on an online open source platform (e.g. GitHub).
[bookmark: _Toc174605785]Appendix A: Use cases
First step for the specification of requirements for a web based graphical user interface for vocabulary curation and creation is an inventory of use cases. Also, metadata editing and metadata curation scenarios imply functional requirements for the VAS REST service. Finally, the three resources to be supported may have to be harvested periodically. This also imposes requirements on the VAS service. We collected the following use cases.

VC= Vocabulary Curation, ME= Metadata Editing, MC= Metadata Curation, H = Harvesting.

MoSCoW = Must have, Should have, Could have, Would be nice to have

	
	
	MoSCoW

	VC1
	I want to authenticate myself with the VAS using my federated identity
	M

	VC2
	I want to choose one or more from a list of available VAS sites
	W

	VC3
	I want to see a list of all vocabularies that I have read and/or write access to
	M

	VC4
	I want to start a new vocabulary in some temporary personal workspace
	M

	VC5
	I want to register and upload such a new vocabulary to an instance of the VAS service, and I want to be guided by the system
	M

	VC6
	I want to delegate write access to some other person (with a federated identity)
	C

	VC7
	I want to browse or search for SKOS Concepts (“terms”) in a vocabulary and inspect information associated with these Concepts
	S

	VC8
	I want to perform (CR)UD operations on (sub)vocabularies in a VAS instance
	C

	VC9
	I want to add, modify or delete individuel SKOS Concepts in a local copy of a vocabulary 
	M

	VC10
	I want to perform C(R)UD operations on individual concepts in a VAS instance. Updates apply to the concept’s (skos) labels and notes
	C

	VC11
	I want to access vocabulary and concept information in the VAS service as Linked Open Data
	W

	VC12
	I want to filter concept labels and notes on language used, if this language information is available
	C

	VC13
	I want to refer to vocabularies and concepts in/from the VAS service using persistent identifiers or stable URIs
	S

	
	
	

	ME1
	I want to select concept labels for a specific metadata field using autocompletion
	M

	ME2
	I want to select concept labels for a specific metadata field using browsing and/or searching in a vocabulary
	C

	ME3
	I want to be able to explicitly associate the range of a metadata field with a vocabulary in the VAS system
	S

	ME4
	I want to suggest a new concept candidate for a given vocabulary
	S

	
	
	

	MC1
	I want to find out if term x is one of the prefLabels or altLabels of a concept in thesaurus Y
	M

	MC2
	I want to find out which of the terms in an input list do (not) occur in thesaurus Y
	C

	MC3
	I want to find out for a given label x what the corresponding prefLabel from thesaurus Y is
	S

	MC4
	If a term x does not occur in thesaurus Y, I want to find out the lexically closest term(s)
	W

	
	
	

	H1
	I want to configure and/or start the harvesting process on the VAS service, for one or more of the 3 CLAVAS vocabulary services
	S

	H2
	For updating a CLAVAS vocabulary, I want to make an initial choice for either editing or harvesting
	S


[bookmark: _Toc174605786]Appendix B: Evaluation of available vocabularies
[bookmark: _Toc174605787]ISO 639-3 language identifiers
Inventory of available resources
· SIL is the official registration authority for ISO 639-3 language codes. The full list of codes can be downloaded at http://www.sil.org/iso639-3/download.asp, http://www.sil.org/iso639-3/iso-639-3_20110525.tab . This list is a table with 7707 records, one for each language identifier. Each record has 8 fields.
· Linguistlist hosts a web application (http://linguistlist.org/forms/langs/find-a-language-or-family.cfm) that can be used to search ISO 639-3 languages. The application mixes the standand with additional language codes and classification of languages by families and family trees. A (RESTful) web service does not seem to be available.
· ISO DCR contains 539 language codes, but from ISO 639-2. ISO 639-2 contains codes for individual languages that are a subset of ISO 639-3 codes. ISO 639-2 also contains codes for collections of languages while ISO 639-3 does not. ISO 639-2 was devised primarily for use in terminology and bibliography while ISO 639-3 is meant to cover all known individual languages. ISO 639-5 contains collective language codes, but these are non-authoritative and not related to 639-3 codes, other than that they are guaranteed to be different.
· Library of Congress is the registration authority for ISO 639-2 and offers a search interface for it. More interestingly, it hosts a Linked Open Data version of it, represented in SKOS. This can serve as a good example for the CLAVAS service. See for example: http://id.loc.gov/vocabulary/iso639-2/nld.rdf 
· MPI f. Informatik (Gerard de Melo) offers a linked data and web service front-end for useful information associated with ISO 639-3 language codes (http://www.lexvo.org). For each language code, it contains labels for that language in many other languages, associations with ISO 639-5 collective language codes, links to other web resources (wikipedia, dbpedia, ethnologue, etc), mappings to equivalent codes in ISO 639-2, links to country codes (language is “used in”).
Evaluation and conclusions
1. SIL has authoritative tables for ISO 639-3 language codes online, that can directly be downloaded using a simple link (http://www.sil.org/iso639-3/iso-639-3_20110525.tab). This table contains all information necessary for the CLAVAS service.
2. Data from LinguistList, ISO DCR, Library of Congress is not (easily) usable since it does not cover ISO 639-3 completely or since it is not directly accessible over the web.
3. For CLAVAS language identifier support it is best to “harvest” the ISO 639-3 data directly from SIL. If necessary, this harvesting can be repeated periodically. The standard is updated annually, and changes are explicitly documented.
4. Conversion of this data to SKOS should be as compiant as possible with the SKOS representation of ISO 639-2 used by Library of Congress.
5. The SIL table contains identifiers for equivalent codes in ISO 639-1 and ISO 639-2. This information should be added to the SKOS representations in CLAVAS.
6. Optionally, links to the extra information from lexvo.org can be added to CLAVAS SKOS representations of each language code during the vocabulary conversion/curation process. In that case, it is recommended to check the long-term status with MPI f. Informatik first.
Open questions
1. What is the ISO CDB status?
2. Lexvo.org shows that it is possible to construct a hierarchy using collective language codes from ISO 639-5. Should CLAVAS support such a hierarchy as well? Such a hierarchy would make it easier to browse for relevant language codes.
3. Should we copy the multi-language labels for languages identifiers from lexvo.org into CLAVAS, making sure that somehow we indicate that this is non-authoritative information? In that case, how do we give credit to the lexvo.org owners?
4. SIL publishes a table of Macrolanguage Mappings, mapping macrolanguage codes to individual languages. Is it desirable to harvest and exploit this information as well?
SKOS mapping
ISO code set table
	
	
	Maps to

	Id
	the three-letter 639-3 identifier
	URI of skos:Concept is baseURL+Id

	Part2T
	Equivalent 639-2 identifier of the bibliographic applications code set, if there is one
	skos:historyNote?
External property?
skos:related to LoC?

	Part2B
	Equivalent 639-2 identifier of the terminology applications code set, if there is one
	skos:historyNote?
External property?
skos:related to LoC?

	Part1
	Equivalent 639-1 identifier, if there is one
	skos:historyNote?
External property?

	Scope
	I(ndividual), M(acrolanguage), S(pecial)
	skos:scopeNote?
External property with CV as range?

	Language_Type
	A(ncient), C(onstructed), E(xtinct), H(istorical), L(iving), S(pecial)
	skos:scopeNote?
External property with CV as range?

	Ref_Name
	Reference language name
	skos:prefLabel (xml:lang=en)

	Comment
	Comment relating to one or more of the columns
	Never used



Macrolanguage mappings table
	
	
	Maps to

	M_Id
	The identifier for a macrolanguage
	skos:broader

	I_Id
	The identifier for an individual language that is a member of the macrolanguage
	skos:narrower







(optional) lexvo.org
	
	
	Maps to

	http://lexvo.org/id/iso639-3/nld rdfs:label ‘niederländisch’ (xml:lang=de)
	Additional language labels
	skos:prefLabel (xml:lang=de)

	
	Link to lexvo information
	rdfs:seeAlso http://lexvo.org/id/iso639-3/nld



Technical solution
ISO 639-3 is updated on a yearly basis. Although it would be possible to perform an incremental update on basis of published changes it is easier to construct a new SKOS version of the complete resource. The update process is simple: the necessary files will be downloaded from the SIL site, converted to SKOS with a custom Java program or XSLT stylesheet and uploaded to the VAS.

User interface support is for setting ‘harvesting parameters’ (like URLs of the files at SIL) and SKOS options, and for starting and monitoring the process.
[bookmark: _Toc174605788]Organisation names
Required is a support for a list of Organisation names, mainly to be used for disambiguation of terms during metadata creation or curation. This implies that such a list should at least contain all names that are relevant for the description of CLARIN language resources.
Our investigations covered two approaches: find existing resources with sufficient coverage and quality or create (and maintain) such a list from existing CLARIN metadata.
Existing resources
A number of resources containing organisation names is investigated.

Narcis
(www.narcis.nl)

Contains ~3000 organisation names (english and dutch labels) of exclusively Dutch research organisations (original source: Dutch Research Database NOD, a structured relational database). Narcis organisation names are searchable and browsable via a website, but do not seem to be available as online data. DANS is in principle willing to provide online access, but is going to charge any extra work required for this.

Gemeinsame Körperschafsdatei
(http://de.wikipedia.org/wiki/Gemeinsame_Körperschaftsdatei 
http://www.d-nb.de/standardisierung/normdateien/gnd.htm)

Contains entries for about one million ‘legal entities’, being organisations, persons, municipalities, firms, conferences, exhibitions, etc.  It has has a German bias, but also covers international entities. Use of GKD is not free of charge.
IRIS (NWO)
The IRIS system of NWO creates accounts with a registration form. Users enter their organisation without making use of a controlled vocabulary. This suggests that such a controlled vocabulary does not exist. Possibly a list of organisation names can be derived from NWO’s account database, but this list will suffer from the same problem as current CLARIN metadata: non-normalised alternative spellings for organisation names.

European organisation database 
No contact person or information known. We expect that organisation name information will not be freely available, nor accessible as data. Probably organisations that have no formal relation with the EC will not be part of the organisation database.

Language Technology World
(http://www.lt-world.org)

http://www.lt-world.org/kb/players-and-teams/organisations/ contains several thousand (?) organisation names. The organisations are international and related to language technology. Coverage of the names is not wide enough (e.g. Meertens Institute, INL, DANS are not amongst them). Quality is moderate. For example, there are many ‘departments of linguistics’ on the list.

ELRA resources
(www.elra.info)

We checked the full list of available ‘terminological resources’. None of them contains a list of organisation names.

GTAA Namen
Part of the Beeld en Geluid thesaurus, currently already available in version 1 of the VAS. Contains 33184 general names including organisations (does not contain person names, locations or makers). In Dutch language. Does not cover full list of required names.

EAC CPF
(http://socialarchive.iath.virginia.edu/xtf/search)

The EAC-CPF Schema is a standard for encoding contextual information about persons, corporate bodies, and families related to archival materials using Extensible Markup Language (XML). The standard is maintained by the Society of American Archivists in partnership with the Berlin State Library.

Inspection shows that EAC CPF is too broad, and it does not cover the set of names required by CLARIN.

DBPedia
(dbpedia.org)

DBPedia contains data from the English wikipedia in RDF format. DBPedia can be queried using RDF query languages or accessed as Linked Open Data. For DBPedia, several classifications and ontologies do exist, that also include Organisations (e.g. http://dbpedia.org/page/Category:Organizations, which, by the way, is already a SKOS concept). However, it is not clear in how far DBPedia lemmas about organisations are associated with these classifications. 

DBPedia is probably useful as a resource to validate organisation names, not so much as a complete list of organisations.
Create and maintain a new resource
Given that all inspected existing resources do not fully cover required names, are of insufficient quality, are only in Dutch or are not accessible as online data set, we investigated the possibility of generating our own vocabulary of organisation names.

We hope to meet the following requirements:

· complete coverage of all organisation names that occur in CMDI/IMDI corpora
· cover hierarchical relations between organisations (e.g. research group, department, university, scientific organisation)
· the possibility to store address or country information, if present
· normalisation of organisation name labels
· collect alternative names for an organisation in one (SKOS) Concept
· (option 1) periodic incremental updates should be possible, while maintaining existing organisation names and their identifiers
· (alternative option 2) create an organisation name list once and maintain manually afterwards
· creation and maintenance should be as automatic as possible

We propose to invest a limited amount of time to do a feasability study along the following lines: start with as many text values from metadata fields of CLARIN metadata records that contain descriptions or names of organisations (like IMDI Organisation, Address) as possible. This way, we will have broad coverage of terms.

Next, we automatically extract organisation names from these texts and organise and normalise these. An algoritm that does this is described in “NEMO: Extraction and normalization of organization names from PubMed affiliation strings” by Siddhartha Jonnalagadda and Philip Topham. They also made a software tool and (open) source code available, that can be tested for (re)usability.

NEMO works on affiliation strings in scientific papers. These are typically more complex than information from metadata records because they also contain geo-political information (addresses, country names), email addresses, URLs etc.

NEMO starts with regular expression based splitting of sentences to phrases,  then does Named Entity Recognition of  several types of entities including Organisations on these phrases, and normalisation of results by using clustering. The most ‘central’ organisation of a cluster is taken as it’s normalised form.

NEMO is incremental and works for organisations in many countries. NEMO’s output is tabular data, that can easily be used to create SKOS concepts for our vocabulary.

Since clustering algorithms like that of NEMO can work incrementally it would in principle be possible to keep it up and running inside CLAVAS.  That would allow one to add new texts containing organisation information one by one. This information would be added to an existing cluster or result in a new organisation entry in the vocabulary.

Because available time is limited, we intend to create an organisation vocabulary once. Subsequent vocabulary curation will be done manually.
Evaluation and conclusions
1. None of the investigated resources is good enough. They are either of insufficient quality or coverage, or they are not available as datasets. Some resources contain organisation names, but have a wider scope. Then the organisation names have to be filtered out.
2. Some of these resources are potentially useful to check names against (validation).
3. Some resources cover parts of the desired names. In principle these could be merged. However, merging implies that the resulting list is disambiguated and that entries are normalised, which is a comparable effort to what is recommended in point 7.
4. Given the large number of existing organisations and their different natures, it is probably very hard to find a list of organisation names that specializes on organisations involved with language resources and is still complete for that domain.
5. The best list is probably a normalized list of organisation names that can be extracted from the collection of corpora that are to be described with this list.
6. Similar efforts have been done for other domains. For example, NEMO extracts normalized organisation information from affiliations in medical articles.
7. Recommendation: invest two weeks to investigate whether NEMO or a similar approach would work to create a normalised list of organisations from existing IMDI/CMDI metadata.
Open questions
1. What to do if the extraction and normalisation experiment fails or turns out to be to much work?
2. NEMO derives records and hierarchical structure (research group X – department of linguistics – university of Y), how to handle this?
3. Repeat periodically (in an incremental way), or construct and then maintain manually? (the former implies that intermediate databases have to be around in a sustainable way)
4. Can we use existing resources to expand the list of names? Is this wise and useful to do?
5. Is it feasible to keep the ‘NEMO database’ operational as a web service, to check if organisation name candidates are in existing clusters?
SKOS mapping
Mapping to SKOS may involve constructing Broader Term/Narrower Term hierarchies. Alternative names from clusters can be represented by skos:altLabels.  Additional information, like addresses, in skos:notes.
Technical solution
If the feasibility study turns out positive, we will built an adhoc, standalone tool for one time generation and SKOS conversion of the organisation name vocubulary from metadata values. This tool will be documented and made available under open source license.
[bookmark: _Toc174605789]ISO DCR
Description of ISOcat
ISOcat provides access to the Data Category Registry. It contains both publicly available and private information. Our objective is to provide CLAVAS access to the public information of ISOcat. Next to access via a web application, ISOcat also has a RESTful web service interface available:

	http://www.isocat.org/rest/help.html

Also, relevant resources in the DCR are directly accessible by resolving stable http URIs.

There are in principle three ways to use DCR information from the VAS:

1. Delegate VAS REST calls to ISOcat REST calls, VAS then acts as a web service ‘wrapper’ for the ISOcat service.
2. Harvest ISOcat data using the ISOcat REST service.
3. Harvest DatCats from ISOcat by crawling the site, starting at http://www.isocat.org/rest/user/guest/workspace.xml, and following links to profiles and DCS resources.
Evaluation and conclusions
1. The harvesting based solutions are preferred over the delegation based approach because:
· this allows us to do SKOS conversion and curation at the (CLA)VAS side during harvesting time
· this allows us to increase search performance by adding indexing
· performance of the ISOcat REST service appeared to be relatively slow. This is especially problematic if a ‘VAS call’ needs more than one ISOcat CALL to execute.
2. The harvesting options 2 and 3 seem roughly equivalent. Also for the case of harvesting by using the ISOcat REST interface intermediate results have to be parsed and links from the results have to be resolved.

3. Harvesting using the REST interface is the most elegant choice, since this interface is well documented, uses well documented formats for it’s results (like ‘application/dcif+xml’), and is semantically clear.

4. By the way, harvesting is not ‘OAI-PHM’ harvesting. Relevant elements in DCR have ‘last changed dates’, but the ISOcat REST API does not seem to support selection of DCR data on basis of these last modification dates. So harvesting is done on the complete resource each time (unless performance turns out to be too bad). The harvester can drop all DCR information that is not changed after the previous harvesting date and time.

5. There is some RDF support in ISOcat, but only at the level of profiles or Data Category Selections, not at the level of individual Data Categories. This RDF is not usable for our purposes.

6. There does not yet exist a mapping of the DCR data model to SKOS. Since the DCR model has a somewhat broader scope than SKOS, such a SKOS mapping implies some data reduction. For the intended CLAVAS use cases this is not a problem. There exists interest to add SKOS support to ISOcat as well, so we recommend to specify the SKOS mapping in collaboration (with Menzo Windhouwer).
Open questions
None.
SKOS mapping
Mapping of the DCR model to SKOS will be done in collaboration with developers of ISOcat, to make sure that it is adequate and of mutual benefit.

Some first ideas about a possible mapping:

· DCR ‘Conceptual Domain’ or ‘Value Domain’ maps to skos:ConceptScheme (e.g. PartOfSpeech)
· DCR Profiles map to skosxtd:conceptschemecollection. This is a VAS specific extension to SKOS to cover vocabularies that consist of subvocabularies. E.g. Morphosyntax.
· ‘Data Category’ maps to skos:Concept (example: http://www.isocat.org/datcat/DC-1230, “adjective”)
· Persistent identifiers of Data Categories (like http://www.isocat.org/datcat/DC-1230) are the URIs of skos:Concepts
· The Data Category ‘data element name’ (“adjective”) is skos:prefLabel
· Data for several types of skos:notes are present in DCR (e.g. skos:editorialNote, skos:historyNote, skos:definition, skos:example, skos:scopeNote)
· Multilingual names and descriptions in DCR can be mapped to labels and notes in SKOS that have XML language tags
· Some relations in DCR possibly can be represented by skos:relation, skos:broader or skos:narrower.
Technical solution
ISO DCR data frequently changes, so harvesting will be done automatically with a relatively high frequency, that is to be determined in cooperation with the ISO DCR service provider. Harvesting is done by ‘crawling’ results of subsequent REST calls. XML formatted results will be converted to SKOS using a custom Java program or XSLT stylesheet, and uploaded to the VAS.
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